Pure Storage Reference Architecture
for Oracle Databases

Overview
This document provides a reference architecture for deploying Oracle databases on the Pure Storage
FlashArray. Pure Storage has validated this reference architecture with database servers running:
• Red Hat Enterprise Linux Server release 6.3 (64 Bit)
• Oracle Database 11g Enterprise Edition Release 11.2.0.3.0 – 64bit Production
• Oracle Automatic Storage Management (ASM) Release 11.2.0.3.0 – 64bit Production
• Pure StorageArray FA-420 running Purity 3
This document includes implementation details and recommendations as well as performance and
scalability findings.

Goals and Objectives
The goal of this document is to demonstrate the ease with which Oracle can be deployed on, or
migrated to a Pure Storage FlashArray and the resulting performance improvements. In addition, we
show how simple it is to perform administrative tasks such as storage provisioning and database
backup and recovery using snapshots.

Audience
This document is intended for Database Administrators (DBAs), Storage Administrators, System
Administrators and anybody who wants to build an Oracle environment on a Pure Storage FlashArray
with the best results. This is a technical paper that assumes familiarity with Oracle database
administration as well as basic Linux system and storage administration tasks as required for a typical
database installation, such as creating partitions and file systems.

Summary of Findings
The Pure Storage FlashArray is ready to run your Oracle database with no changes to your existing
configuration. You can realize significant improvements in performance and ease of manageability.

Introduction: Why Flash?
Over the last decade, computer speed and capabilities have accelerated 1000% while disk
performance has remained the same. As a result, application performance in general and database
performance in particular is often hampered by the capabilities of the hard disk drive (HDD) based
storage infrastructure. Meanwhile, the cost and reliability of solid-state disks (SSDs) has reached a
point where they are viable as a Tier 1 storage solution. The Pure Storage FlashArray delivers not only
tremendous performance but also the reliability and functionality that you would expect from a
traditional Tier 1 storage array, all at or below the cost of disk.

© Pure Storage 2014| 2

How Can I Tell Whether Flash Will Help?
Whether your database is running OLTP, real time analytics, or a data warehouse or some mixture of
workloads, the Pure Storage FlashArray can improve its performance by orders of magnitude. That’s
because the array can consistently deliver over 4GB/s of bandwidth with sub-millisecond latency. We
recommend using Oracle’s Automatic Workload Repository (AWR) utility to determine if your database
is I/O bound. Some of the most common I/O wait events include db file parallel write, db file
sequential read, log file sync, and log file parallel write. If physical I/O wait events appear in the “Top
5 Timed Foreground Events” section of your AWR report, your database will benefit from flash storage.
For example, if you have an OLTP application for which log file sync or log file parallel write appear in
the Top 5 Wait Events, your database is not able to write redo as fast as your application generates it.
The Pure Storage FlashArray accelerates I/O to redo logs. We typically see over 150MB/s of sustained
redo generation for an OLTP workload. How much redo does your database generate?
These AWR reports show wait statistics before and after moving redo logs from disk drives to Pure
Storage. Notice that the log file sync wait event disappears after the database is moved to the Pure
Storage FlashArray.
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Similarly, if you are running a data warehouse, DSS, or OLAP type of application, you often see
significant waits for db file scattered read and db file sequential read. The Pure Storage FlashArray
eliminates these I/O bottlenecks. Typical read rates are about 2.2GB/s with latency of about 0.5ms.
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Pure Storage: The Ultimate All-Flash Solution for Oracle
Introducing Pure Storage
Pure Storage was founded with a simple goal in mind: flash for all. 100% flash storage should be made
affordable so that the vast majority of enterprise applications can take advantage of the potential
advances that flash memory affords. As such, we designed our core product, the Pure Storage
FlashArray, from the ground up for the unique characteristics of flash memory.
The FlashArray’s entire architecture was designed to reduce the cost of 100% flash storage, and it
combines the power of consumer-grade MLC flash memory with inline data reduction technologies
(deduplication, compression, and thin provisioning) to drive the cost of 100% flash storage to be inline
or under the cost of traditional enterprise disk storage. Our database customers typically see data
reduction rates of about 4:1.

It’s important to note that unlike some flash appliances, the FlashArray was designed with enterpriseclass scale and resiliency in mind. That means true active/active controller architecture, online
capacity expansion, and online non-disruptive code upgrades. The FlashArray also employs a unique
form of RAID protection, called RAID-3D™, which is designed to protect against the three failure modes
of flash: device failure, bit errors, and performance variability.
Last but not least, the FlashArray is the simplest enterprise storage that you’ll ever use. We’ve
designed our storage array from the ground up to remove the layers of complexity of LUN, storage
virtualization, RAID, and caching management common in traditional arrays.
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Benefits of Running Oracle on Pure Storage
The key differentiators between the Pure Storage FlashArray and other solutions are performance,
simplicity, and savings. The FlashArray executes 400,000 IOPS at sub-millisecond latency, outperforming, by far, the fastest HDD storage arrays. And, unlike other SDD based solutions, this
performance is consistent and predictable because the Purity Operating Environment running on the
controllers manages I/O so that there are no performance spikes or anomalies. Simplicity has been a
fundamental design tenet at Pure Storage from the very beginning. There are no Quality of Service
(QOS) assignments to make, no RAID configuration, and no tunables. You will have the same great
performance without having to configure anything. And our cost savings comes not only from the fact
that our storage cost less per gigabyte than disk, but also because of the value fast performance
brings to your data center. Table 1 highlights a few examples of Pure’s value:

Metric

Pure Storage
FA-420

EMC
VNX 7500

Pure Benefit

Peak IOPS

200K

65K

308%

Latency

1ms

5ms

500%

Usable Capacity

40TB

25TB

160%

$/gigabyte

$5

$18

360%

Rack Units

8

28

350%

Pallet to Provisioned

4 hours

40 hours

1000%

Power

1240W

3500W

282%

Annual Power Cost

13,034

36,792

282%

Table 1. Benefits of Pure Storage.
Source: http://www.emc.com/collateral/software/specification-sheet/h8514-vnx-series-ss.pdf

Performance
We’ve discussed Pure Storage’s performance characteristics, but what do they mean for an Oracle
database? We’ve run several load harnesses against Oracle databases on Pure, and the results speak
for themselves. Some examples:

	
  

© Pure Storage 2014| 5

Here we see HammerDB (an OLTP workload similar to TPC-C) performing over 1.8 million transactions
per minute.
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In this example we see the “Silly Little Oracle Benchmark” (SLOB). The FlashArray is delivering
1.15GB/s at sub millisecond latency and over 150,000 IOPS. This particular test was an 80% read and
20% write workload.
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Simplicity
The Pure Storage FlashArray is designed to be easy to administer while taking full advantage of the
unique capabilities of flash. The result is that there is no tuning required, no complex LUN
management, no RAID compromises, and no block alignment issues. In fact, you can move your
database to Pure Storage as is and realize immediate and significant improvements in latency and
throughput. And, unlike many of our competitors, we don’t require you to rebuild your database and
redo logs with a 4K block size to reap the benefits of flash. Whether you use 2K, 4K, 8K, 16K or 32K
blocks, you’ll see the same fast and consistent performance.
Similarly, Automatic Storage Management (ASM) and file system architectures benefit equally. You
don’t need to switch from one to the other in order to accelerate your database; both are equally fast.
The ASM vs. file system decision should be based on your own operational policies and practices, not
on your storage system’s idiosyncrasies.
Unlike disk-based storage, you don’t need multiple LUN’s (spindles) in order to gain IOPS. The IOPS
capability of the Pure Storage FlashArray is a function of the controllers, not how many LUN’s are
behind them. That means you can create LUN’s for specific database components, such as redo and
temp space. There is no performance benefit to dedicating LUN’s to individual components, but the
organization enables you to monitor different types of database activity easily and to size your storage
allocation more precisely.
Finally, Pure Storage is an all-flash solution, not a tiered hybrid or caching approach. The problem with
caches is that they cannot cache everything, which leads to cache misses. Cache misses invariably
lead to degraded and unpredictable performance. Pure Storage’s performance is fast, consistent, and
predictable because all data is on flash all the time.

Cost Savings
Naturally, cost is a major consideration in any CAPEX decision. At Pure Storage, we’re committed to
building flash storage for less than the cost of disk, and to providing a lower TCO overall. How do we
achieve these goals?

Data Reduction
The Purity Operating Environment performs data reduction automatically and inline. Database
applications see data reduction ratios of 2-4:1 or better. Of course your reduction may vary, and that’s
why we provide a capacity calculator to estimate how effective our data reduction will be on your data.

Reduce Database Sprawl
How many database instances has your organization created simply to avoid running reports against
production? How many resources do you expend keeping database clones up to date? How stale is
the data in your reports? If you’re creating clones of production databases to run reports and analytics
because you’re I/O constrained, you can now avoid extra hardware and database licenses (not to
mention DBA resources) just to create and maintain clones.

Licenses
Besides avoiding licenses for clones, the capabilities of the FlashArray can potentially save you other
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licenses as well. For example, if you’re using Oracle Enterprise Edition for partitioning or compression,
you may be able to achieve the same results -- or better without these features on Oracle Standard
Edition.

Avoid the Appliances
Are you considering a new database appliance because your queries and reports take too long?
Before you invest in that Greenplum/Terradata/Netezza/Exadata solution, why not see how your slow
queries perform on Pure Storage? You can avoid the cost and inconvenience of having to maintain
additional database environments and having to continually refresh data.

Reference Architecture Design Principles
In preparing this reference architecture, we focused on meeting the following goals:
• Simplicity. The environment is built on standard components with a minimum of non-default
settings and configuration overhead. In addition, we have not included unnecessary components
or features such as ASMLib.
• Resilience. The environment can tolerate a fault in any component without any service disruption.
• Performance. We are able to sustain throughput and transaction rates that meet the needs of our
most demanding customers.
• Low Cost. The environment is build with commodity hardware sized to the minimal requirements
to meet performance and availability goals. We also provision storage as efficiently as possible.
• Manageability. Administrative tasks such as storage provisioning should be as simple as possible.
• Flexibility. Adjustments to the environment, such as adding or removing servers, are seamless.
• Migration Path. We provide a migration path from existing storage to Pure Storage.

Solution Overview
We built an Oracle RAC cluster using the following hardware:
• 2 Supermicro Model 818-14 servers
o

2 Intel Xeon E5645 2.40GHz CPU’s (12 cores each)

o

96GB Memory

o

2 QLogic 8GB Fibre Channel HBA’s (2 ports each)

o

Intel 82576 Gigabit Network Card (2 ports)

• 2 Brocade 300 SAN Fibre Channel switches
• 1 11TB Pure Storage FlashArray (FA-420) in HA configuration
o

2 shelves

o

2 controllers

The diagram below depicts the 2 node Oracle RAC environment connected to the FA-420 FlashArray.
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All components of this environment are redundant. The failure of any HBA, switch, or controller will be
non-disruptive.

The FA-420 FlashArray used here has two active/active controllers and two shelves, each with 5.5TB
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of raw flash storage, for a total raw capacity of 11TB. Each controller has four fibre ports which are
connected to two Brocade 300 Fibre switches. Table 2 summarizes the specifications of the FA-420.

Component

Description

Controllers

Two active/active controllers with redundant SAS connectivity (24Gb) to
two shelves. The controllers also have redundant infiniband (40Gb)
connectivity to each other.

Storage Shelves

Two shelves with 22 SSD drives each, and 2 NVRAM drives each. Total
raw capacity: 11TB.

Connectivity

Four 8Gb Fibre channel ports per controller.

Management Ports

Four redundant 1Gb Ethernet management ports per controller. A total of
five management IP addresses are required: two for each controller, plus a
fifth address used as a virtual IP (VIP) for the array.

Power

Each controller has dual 750W power supplies, and each shelf has dual
200W power supplies. The total power draw for the FlashArray is
approximately 9 Amps

Rack Space

The FA-420 requires eight rack units (8 RU) of space.

Table 2. FA-420 Specifications

Multipath Configuration
Always use multipathing with the Pure Storage FlashArray. To set it up, simply create the following
device entry in the device stanza of /etc/multipath.conf:
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Table 3 describes the meaning of these multipath parameters.

Parameter

Meaning

Vendor “PURE”

Apply these settings to PURE devices only

path_selector “round-robin 0”

Loop through every viable path. This setting does not consider
path queue length or service time.

path_grouping_policy multibus

Place all paths in a single priority group. This setting ensures that
all paths are in use at all times, preventing a latent path problem
from going unnoticed.

rr_min_io 1

Send 1 I/O to each path before switching to the next path. Using
higher numbers can result in inferior performance, because I/O
bursts can be sent down a single path instead of distributing them
across all paths.

path_checker tur

“tur” uses the SCSI command Test Unit Ready to determine if a
path is working. This is different from the default RHEL setting of
readsectoro/direction. When a Pure FlashArray is failing over,
read operations will not be serviced, but it continues to respond
to Test Unit Ready. This setting prevents multipath from
propagating an I/O error up to the application even beyond the
SCSI device timeout.

fast_io_fail_tmo 10

Specifies the number of seconds the SCSI layer will wait after a
problem has been detected on a fibre channel port before failing
I/O to devices on that port. This value should be less than
dev_loss_tmo.

dev_loss_tmo 30

Specifies the number of seconds the SCSI layer will wait after a
problem has been detected on a fibre channel port before
removing it from the system.

Table 3. multipath.conf parameters for Pure Storage devices.
Note that you must ensure that multipathd is running, and enabled in run levels 2, 3, 4, and 5 :
# chkconfig multipathd on
# service multipathd on
You can also use chkconfig and service to confirm that the services is running and configured to
restart properly:
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# chkconfig --list multipathd
multipathd

0:off

1:off

2:on

3:on

4:on

5:on

6:off

# service multipathd status
multipathd (pid

2355) is running...

SCSI Device Settings for All Pure Storage Devices
To maximize performance of all Pure Storage devices, regardless of whether they are presented as file
systems or raw devices, we recommend the following SCSI device settings, listed in order of
significance.
1.

Set the block device scheduler to [noop]. This setting avoids wasting CPU resources on I/O
scheduling. The default value is [cfq] (completely fair queuing).

2. Set rq_affinity to 2. This setting avoids interrupt contention on a particular CPU by scheduling I/O
to complete on the same core that originated the process. The default behavior is to schedule
processes on the first core in a package unit, which tends to lock cross calls on 1 or 2 cores
(equal to the number of sockets in your system).
3. Set add_random to 0. This setting prevents CPU overhead due to entropy collection (for
activities such as generating ssh keys).
Under Red Hat Enterprise Linux, the best way to effect these changes is through udev rules, which
fire not only on reboots, but also on other triggering events such as cable pulls and drive
replacements. You can also fire udev rules manually:
# udevadm trigger
To enable udev rules for these three settings, we recommend creating the file /etc/udev/rules.d/99pure-storage.rules as follows:

Host Group and LUN Configuration
We recommend creating one local LUN for each RAC node to house the node’s ORACLE_HOME as
well as Oracle’s various log, trace, inventory, patch, and dump files. The Oracle 11g software tree itself
consumes about 10GB of storage, while the administrative files occupy significantly less space.
Depending on your needs, you can size the LUN for ORACLE_HOME as small as 25GB; size it larger if
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you anticipate storing export files or other supporting data on this non-shared LUN. In our reference
environment we created 500TB LUN’s for each node.
Since the ORACLE_HOME LUN must be a file system, we recommend using EXT4 mounted with the
discard and noatime flags. The following /etc/fstab illustrates how to mount the ORACLE_HOME LUN
on /u01 :

We place ORACLE_BASE and ORACLE_HOME under the traditional mount point /u01.

Preparing Storage for Clustered ASM
In order to use clustered ASM you need to create a Host Group on the FlashArray and add each
member of the RAC cluster to this Host Group.

You can also create a Host Group using the purehgroup CLI command. For example:
# purehgroup create –hostlist falcon,raptor hgracref
This creates Host Group hgracref and adds the hosts falcon and raptor to it.
Once you create the Host Group and add all the RAC nodes to it, you are ready to provision storage.
The first shared LUN to create is the Oracle Cluster Registry (OCR) volume where we place OCR and
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voting files.

This dialog creates a new 20GB volume named oraocr. The command line equivalent is
purevol create –size 20G oraocr
Next, we attach the volume to the our host group hgracref by clicking on the “+” sign to the right of
hgracref in the dialog box and then clicking “Confirm.”

The command line equivalent is
purevol connect –hgroup hgracref oraocr
Note that, unlike the GUI, the purevol command includes the option of specifying the LUN number
when connecting volumes to hosts or host groups. It is important that shared volumes use the same
LUN number on all hosts. To specify LUN 10, for example, we would issue:
purevol connect –hgroup hgracref oraocr –lun 10
By default, volumes attached to host groups start at LUN 10.
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Once the volume is created and attached to the host group, we must discover the volume on the hosts
and prepare them for use with ASM. We need to know the World Wide Number (WWN) (or serial
number) of the volume, which can be determined in the GUI:

The Serial value is also available from the CLI:
# purevol list oraocr
Name

Size Source Created

oraocr 20G -

Serial

2013-03-27 13:36 PDT BB22E766DD85794300010024

To discover this new volume on the hosts, we will execute the following steps:
• Flush all unused multipath device maps:
# multipath -F
• Re-Scan the SCSI bus:
# rescan-scsi-bus.sh –I -r
• Add the new device to multipath:
# multipath –v2
Now the newly added device is visible on the hosts, and is configured for multipathing:

© Pure Storage 2014| 16

The next step is to prepare the volume for use with ASM. Traditionally DBA’s have used Oracle’s
ASMLib driver to mark ASM volumes, but Oracle no longer provides this driver for Red Hat Enterprise
Linux 6 and beyond. The lack of ASMLib is not a problem though, because using udev to accomplish
the same thing is actually much simpler and more reliable. For Oracle to recognize a volume as an
ASM candidate, all that is necessary is that the volume’s ownership be set to o/s user grid with
permissions 660.
To do so, we create a udev rules file /etc/udev/rules.d/12-dm-permissions.rules with one entry for every
volume used by ASM; volumes are identified by their WWN. For example, the entry for our oraocr
volume looks like this:

Two udev rules are executed on reboot and any other triggering event, such as a drive replacement.
Use the udevadm command to trigger the rules manually after making changes to the rules file:
# udevadm trigger
Afterwards, the ownership of /dev/dm-2 is changed appropriately:

The procedure for provisioning LUN’s for the rest of the database is identical to the steps we have
illustrated for our oraocr volume:
1.

Create the volume.

2. Add the volume to the host group.
3. Discover the volume on the database servers.
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4. Configure the volume for multipathing.
5. Add an entry for the volume in /etc/udev/rules.d/12-dm-permissions.rules.
6. Run udevadm to effect the ownership and permissions.
We will repeat these steps for every volume we add to an ASM disk group.

Oracle Grid Infrastructure Installation
We follow Oracle’s standard procedure for installing the Oracle Grid Infrastructure. At the “Create
ASM Disk Group” step of the installation, we present the Pure Storage device created previously.
Note that in order for the installer to see this device, we must change the Disk Discovery Path from
/dev/raw (the default) to /dev/dm-*

All Pure Storage devices will appear as /dev/dm-* so this Disk Discovery Path should be used for all
ASM devices.
Note that we use External redundancy for the disk group. All Pure Storage devices are protected by
our RAID-3D technology, which is specifically designed to address the failure modes of flash.
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We also use the default Allocation Unit (AU) size of 1MB. Our testing has shown that performance is
the same for all AU sizes, so we simply use the default.
Other than changing the Disk Discovery Path, the Grid Infrastructure installation is standard.

Disk Group and LUN Configuration
Unlike disk storage where performance is a function of the number of spindles, the Pure Storage
FlashArray delivers the same performance regardless of how many LUNs are used. Therefore, we
recommend optimizing your LUN layout for monitoring and manageability. In particular, we create a
single ASM disk group for each of the following
• Redo logs
• Data
• Temp
• Flash Recovery Area (FRA)
The required size of each of these disk groups is of course specific to every installation and can
change over time. However, we strongly recommend that disk groups always use identically sized
LUNs. For our reference architecture system, we created the following:

Disk Group Name

Contents

LUN Size

Number of LUNS

DGREDO

Online Redo Logs

50GB

1

DGDATA

Table Data and Indexes

500GB

2

DGTEMP

Temporary Tablespace

100GB

1

DGFRA

Flash Recovery Area

500GB

2
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All disk groups are created with External Redundancy and AU size 1MB.
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Note that when creating disk groups, care must be taken to assign intended devices to the intended
group; the candidate disk paths are always in the form /dev/dm-*.

Use multipath –ll to confirm which disk path goes with which WWN:
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Installing Database Software and Database Creation
After creating the disk groups, we are ready to install the Oracle database software and create a
database. Following the Oracle Flexible Architecture (OFA) recommendations, we use
$ORACLE_HOME /u01/app/oracle/product/11.2.0.3/dbhome_1. Install the database software without
creating a database (use the Database Creation Assistant (dbca) to create database(s) after the
software is installed.

When you get to Step 6 (Database Flle Locations), specify Storage Type Automatic Storage
Management (ASM), Oracle-Managed Files, and use database area +DGDATA:
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Since the Pure Storage FlashArray includes built-in redundancy, you do not need to multiplex redo
logs and control files.
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On Step 7 (Recovery Configuration) use the +DGFRA disk group created previously for the Flash
Recovery area and size it as appropriate for your backup and retention policies.
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At Step 9 (Initialization Parameters) click “All Initialization Parameters” and specify +dgredo for
db_create_online_log_dest_1 and +dgfra for db_recovery_file_dest:

From this point you can move forward through the rest of the configuration steps normally and create
the database.
Once the database is created, the temporary tablespace and redo logs should be moved to the ASM
disk groups +DGTEMP and +DGREDO respectively. Again, this step is optional and does not affect
performance. It does, however, make it easier to examine the I/O characteristics of the TEMP
tablespace and online redo logs.

Relocating TEMP tablespace
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Follow these steps to relocate the TEMP tablespaces to +DGTEMP. These commands must be
performed from a DBA account (we recommend sqlplus / as sysdba). You may have to restart the
database in order to drop the old TEMP tablespace if there are active sessions.

Migrating Existing Oracle Databases to Pure Storage
Whether your are using ASM or file system based storage, you can migrate your database to a Pure
Storage FlashArray with little or no downtime. You can keep your disk groups or file system layout as
is, or you can migrate to the +DGDATA, +DGTEMP, +DGREDO model presented in this document.
Regardless of how you choose to arrange your database files on the FlashArray, you will see the same
performance.

Migrating an ASM-Based Database to Pure Storage
Migrating an ASM-based database to can be done with no service disruption if your database servers
have HBAs that are connected to the same fabric switch(es) as the FlashArray. The procedure is as
follows:
1.

Follow the procedure described above to create volumes on the FlashArray matching the size
and number of the existing volumes in your existing disk groups.

2. Present the volumes to your database servers and use udev to set the ownership and
permissions to match your existing ASM disks (as described above).
3. Add the new volumes to your ASM disk group(s). Each disk group will have double its original
number of ASM disks, and double its original capacity.
4. Allow ASM to rebalance this disk groups. The duration of the rebalance operation(s) is
proportional to the volume of data you have.
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5. When the rebalance operation(s) complete, drop the original disk(s) from each disk group. Once
again, ASM will rebalance the data in the diskgroup, moving data from the dropped disk(s) to the
remaining disks. We recommend dropping one ASM disk at a time, and allowing the rebalance
operation to complete before dropping the next.

Migrating a File System Based Database to Pure Storage
If you are using a file system for your database storage, you can continue to do so on Pure Storage. As
with the file system used to house the Oracle software tree, we recommend using ext4 file systems,
mounted with the /DISCARD flag. Unlike the ASM migration procedure, it is not possible to migrate to
new storage without any down time, because the SYSTEM tablespace cannot be taken offline while
the database is open, nor can control files be moved. You should also consider simply recreating the
TEMP and UNDO tablespaces on the new storage instead of moving them.
For the tablespaces that you must move, follow the procedure for moving datafiles is as follows:
1.

Take the tablespace offline (ALTER DATABASE {tablespace} OFFLINE NORMAL).

2. Copy the datafiles to their new location(s) on the Pure Storage FlashArray file system(s).
3. Rename the datafiles; e.g.
ALTER TABLESPACE mydata
RENAME DATAFILE

‘/u01/oradata/PROD/mydata01.dbf’,
‘/u01/oradata/PROD/mydata02.dbf’

TO

‘/ps01/oradata/PROD/mydata01.dbf’,
‘/ps01/oradata/PROD/mydata02.dbf’;

4. Bring the tablespace back online (ALTER DATABASE {tablespace} ONLINE).
5. To relocate the SYSTEM tablespace, the database must be shutdown and mounted but not open.
6. To move the control files, set the CONTROL_FILES parameter to the new fully qualified file
name(s), then shutdown the database and copy the control files to the new location. Then you
can restart the database.
Note that all of these procedures are well documented in the Oracle documentation set; we
recommend consulting them and/or Oracle support if you have any questions about these procedures.
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